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Challenges with GenAl

PARROT CHATGPT

e Lack of enterprise domain knowledge

P e Inability to verify or explain answers

sentences from
random people

e Hallucination

Talks like a person but
doesn't really understand
what it's saying

e Ethical and data bias concerns

Occasionally speaks
absolute non sense

Is a cute little bird




How can you use
domain-specific knowledge
to rapidly build accurate,
contextual, and explainable
GenAl applications?

Challenge




RAG augments the LLM flow by

1. intercepting a user's prompt,
2. making a query to external data,

3. passing relevant results from the
query back to the LLM

4. for a complete, curated response.

Neo4j Inc. All rights reserved 2024
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Why RAG With Vector Databases Fall Short

Similarity is insufficient for rich reasoning & explainability

Lack Maturity: Don't apply the
security, compliance, robustness of
existing database systems. Also
vector search became DBMS table
stakes.

Only leverage a fraction of

your data: Beyond simple
“metadata”, vector databases
alone fail to capture relationships
from structured data. Lack of
structured operations -
filter/aggregations/sorting.

Lack Explainability:
The black-box nature of

Vector Similarity # Relevance:
Vector search uses an incomplete
measure of similarity. Relying on it vectors search lacks
solely can result in irrelevant and transparency
duplicative results. Need to take and explainability.
context into account.

The Limitations of Text Embeddings in RAG Applications

8 Neo4j Inc. All rights reserved 2024


https://medium.com/neo4j/limitations-of-text-embeddings-in-rag-applications-b060020b543b




LLMs and Knowledge Graphs

Knowledge
Context

Enrichment

Neo4j Inc. All rights reserved 2023

KGs

LLMs

BETTER TOGETHER

Language
Reasoning

Creativity

NEe04j



Knowledge Graph Structure

Nodes represent entities in the
graph

Relationships represent
associations or interactions between
nodes

Properties represent attributes of
nodes or relationships including
vectors, can be indexed

Neo4j Inc. All rights reserved 2024

Name: “Dan” Name: “Ann”

Born: May 29, 1970 Born: Dec 5, 1975
Twitter: “@dan”

Since:
Jan 10, 2011

Brand “Volvo”
Model: “V70”
Description: “An executive car manufactured and...”
DescEmbedding: [0.1, -0.3, 0.4, ..., -0.7]
DescSource:”https://len.wikipedia.org/wiki/Volvo_V70”



StackOverflow
Knowledge Graph
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Evolving From RAG to GraphRAG

A Neo4j Knowledge Graph combined with LLM'’s
obtains some unique improvements:

> Relevancy -Obtain more relevant answers
compared to just vector searches

Context: includes domain specific, factual,
structured knowledge on your subject

Explainability: Provide the user with more
reasoning on how the results were obtained.

vYY ¥

Security: Role Based Access Control

Neo4j Inc. All rights reserved 2024

Graph Retrieval Augmented Generation

BEEE Al

User Asks LLM LLM Question + Enriched
a Question Smart Search Relevant Info Answer

Query T
\L Relevant
Info

e

Neo4j’'s Knowledge Graph



Graphs capture context

Context rich, connected view of
your data that enables easier
decision making

Enrich your data with graph data
science, text embeddings, and

additional derived context How do you represent and access
relevant context beyond text
Ground responses with fragments?

information and context in the
graph

Improve search relevance
combining vector search and
graph traversals

14 Neo4j Inc. All rights reserved 2023



Graphs Enable
Explainable Al

How do you ensure a high-quality
production environment with
LLMs?

15 Neo4jInc. All rights reserved 2023

Logging user interactions in
the same database as the
context

Visualizing conversations

within context

Analysing LLM performance
and identifying opportunities
for improvement




GraphRAG (QFS)

From Local to Global: A Graph RAG Approach to
Query-Focused Summarization
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Abstract

The use of retrieval-augmented generation (RAG) to retrieve relevant informa-
tion from an external knowledge source enables large language models (LLMs)
to answer questions over private and/or previously unseen document collections.
However, RAG fails on global questions directed at an entire text corpus, such

GraphRAG is a technique for
richly understanding text
datasets by combining text
extraction, network analysis,

and LLM prompting and
summarization into a single
end-to-end system.
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Recently, Retrieval-Augmented Generation
(RAG) has achieved remarkable success in
addressing the challenges of Large Language
Models (LLMs) without necessitating
retraining. By referencing an external
knowledge base, RAG refines LLM outputs,
effectively mitigating issues such as
“hallucination’, lack of domain-specific
knowledge, and outdated information. However,
the complex structure of relationships among
different entities in databases presents
challenges for RAG systems. In response,
GraphRAG leverages structural information
across entities to enable more precise and
comprehensive retrieval, capturing relational
knowledge and facilitating more accurate,
context-aware responses. Given the novelty
and potential of GraphRAG, a systematic review
of current technologies is imperative. This
paper provides the first comprehensive
overview of GraphRAG methodologies. We
formalize the GraphRAG workflow,
encompassing Graph-Based Indexing, Graph-
Guided Retrieval, and Graph-Enhanced

Open in:
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improvement

Day-

Analytics

25.5% .

GraphRAG from

GraphRAG with GNN+LLM
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Graph Retreval-Augmented Generation: A Survey

L] oo
Resea rch Commur“t Brian Shi | Alfred Clemedtson | Zach Blumenfeld ” ¢
AENNLLMSy gy [
The Knowledge Graph Difference P LA
Experiments: G-retriever with STaRK-Prime i s oy et o
Method Hits@l | Hits@5 | Recall020 | MRR pTT——— ¢ U
Pipeline* 32.09 48.34 47.85 38.48 o E e e T
G-Retriever 32.27+0.3 | 37.92+0.2 | 27.16 +0.1 | 34.73+0.3 Daascring o Graeha: Pl ar tarpraate
Subgraph Pruning** | 12.60 31.60 35.93 20.96 ' B
Y Knowledge Graph BIUTSIGIVEL] Baseline 15.57 33.42 39.09 24.11 mmewmfﬂ. Caroes s ot
3 x the accuracy of LLM responses *Pipeline adds nodes in subgraph context to G-retriever output.
A by an average of 3x. **Frozen LLM. No fine-tuning.
)

PERFORMANCE

0S

Knowledge Graph achieves A

6% 29.5% unmatched accuracy oveR

improvement
In a benchmarking study, Writer Knowledge Graph

achieved top scores on RobustQA, which measures
accuracy in open-domain question-answering,
outperforming seven popular RAG approaches that
use vector retrieval.

to-day Operational
Analytics

71%

Learn more —

@ LLMAccuracy Alone @ LLM Accuracy with a Knowledge Graph

" & i WebQSP ExplaGraphs
Model ‘ Prompt tuning ‘ Fine-tuning “ FiScore? Hit@1] Recall T } AccT
Baselines
LLM only X X 0.2555 04148 0.2920 0.3394
LLMyora ‘ X ‘ v 0.4295 0.6186 0.4193 0.8927
Compared Retrievers
BM25 X X 0.2999 0.4287 0.2879 0.6011
MiniLM-L12-v2 X X 0.3485 0.4730 0.3289 0.6011
LaBSE X X 0.3280 0.4496 0.3126 0.6011
mContriever-Base X X 03172 0.4453 0.3047 0.5866
ES5-Base X X 0.3421 0.4705 0.3254 0.6011
G-Retriever 4 X 0.4674 0.6808 0.4579 0.8825
G-Retriever,ra v v 0.5023 0.7016 0.5002 0.9042
Our Retrieval Approach

“GRAG v X 05022 0.7236 0.5099 0.9223
Arim 196.56% 174.45% 1 74.62% 1 171.74%
GRAG_LorA 4 v 0.5041 0.7275 0.5112 0.9274
ALora 11737%  117.60% 1 21.92% 13.89%
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approach

We have presented GraphRAG, a RAG approach that combines knowledge graph
o, generation and query-focused summarization (QFS) to support human
sensemaking over entire text corpora. Initial evaluations show substantial
improvements over a vector RAG baseline for both the comprehensiveness and
diversity of answers, as well as favorable comparisons to a global but graph-free

Retrieval-Augmented Generation with Knowledge Graphs for
Customer Service Question Answering

in BLEU. Our method has been deployed within LinkedIn’s cus-

tomer service team for approximately six months and has reduced

the median per-issue resolution time by 28.6%.

Tmamreds e o D)
them ad sirategies employed
w T -
ensure their health and Dedupllcatxon Low-level Keys
P( : o ol
1Match e e
|:> Beekeeper |:> Query + LLM
who...
LLM Profiling z

preventing pest  infestations, and ( : Beekeeper 2o Bee

utilizing techniques to handle bees,
such as using smoke to calm them ... Entlty & Rel Extmcuon

Index Graph
used for Retrieval

me\.)

s G
“Beekeeper”,"A Beckeeper is an
individual who produces honey and
othr related products, plying a
erucial rolein
-Relationships-
“Beekeeper”,"bee", Beckeepers
manage bees but do not develop
individual relationships with them
due to the limited interaction time.
with each hive.”
-—-Contexts-—-
BEEKEEPER's practices involve the
methods and strategies employed
Qy beekeepers to manage
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All the Hype -GenAl -> RAG -> GraphRAG

Hype Cycle for Generative Al, 2024
® F a St M OVI n g S p ace - | Retrieval-Augmented Generation AlAugmented

Prompt Engineering Sohware Engineering
Al TRISM Foundation Models
H Vector Databases / &nthenc Data
e Lots of Excitement s \ [
MuhimodalGenerativeAl L/_ WorkloadAccelerators

Generative AlEnabled Applications ‘\
Autonomous Agents ). GenAlEnabled
Self-Supervised Learning 4 Virtual Assistants
Embedding Models
Model Hubs \

Domain-Specific GenAl Models \'
Al Supercomputing —./

Al Simulation —’
Reinforcement Learning

e Lack of Experience FromHumanFeedm/;

GenAl Application
Orchestration
Frameworks

. More RiSk & Uncertainty Disinformation Security

. Transfer Learnin: ’/— ModelOps
e Inflated Expectations Amﬁcia.eene,a..n;e..igencs% YLa,geLanguageMwe.s

e Mostly experimentation

e Lack of Standards

EXPECTATIONS

Edge GenAl

Innovation Peak of Inflated Trough of Slope of
Trigger Expectations Disillusionment Enlightenment
TIME

Plateau willbereached: O <2yrs. O 2-5yrs. @ 5-10yrs. A >10yrs. & Obsolete before plateau

19 Neo4j Inc. All rights reserved 2024




Analysts: GenAl + KG : A perfect match Ny

FORRESTER

Impact Radal’ fOI‘ = FORRESTER
Generative Al R . )
le:(':':f:lr:’?:::g‘hst:;m:y Your BEST PRACTICE REPORT /3 Generatlve AI And

Gartner

7

Range .
L Leverage Graph Analytics Tech Exec Primer To The Symbiotic Relationshi
c@»“* e "“v.,‘ psehnte and Knowledge Graphs 4 P Knowledge Gra phs: A
& o, To3 Years Maryan Between Knowledge Graphs And GenAl
GenAl Native % jow [0 50 Voad
Shten picsions ® ioheuuws g Now 001 Year) GenAl Plus KGs Makes For Superior Democratization Of Data Insights And ) Match Made In
Apos enpeds PRr— s Analytics
Aopications _ @y @ o Low
. s e e i Gartner pasiyey, Boris Eveison e igh combutors Heaven
Miltoger: A1 code [ Eqabed ® Viodsie ® tigh Aug 02
O C‘“"*:”"“ Assistants Al Model as a Service @ Very High
° Indranil Bandyopadhyay, Principal Analyst ~ AUG 12 2024
g R et e Insights
——— alcinaion
I g @ . Newzlener Ina succession o cases wh ive Al (genAl has (in)
Syinotc oma o f developed coberent ng owest s Wimbledon's
% iScalable Vector Databases g";n::;‘, }i ‘Catch Me Up;" an Al-generated digital publication that provides &
3 sl Engioescing  Encinssing Tooks
oo

Qe e GraphRAG grounds GenAl in facts,

ey o
% Gartner reducing hallucinations and increasing | RGeS

Hype Cycle for Generative Al, 2024 re l i a b i l i ty
'
e Together, KG and GenAl enable b s 1 o e ot st

Chunking documents and using an LLM-based analysis of the chunks
to create a knowledge graph; (2) retrieving relevant chunks at query

time via embeddings while following edges in the knowledge graph to

discover additional related chunks, which are then added to the
y y augmented prompt. In many cases this approach enhances LLM-
generated responses. We've observed similar benefits when using

GenAl to understand legacy codebases, where we use structural
information — such as abstract syntax trees and dependencies — to

data analysis for better decisions. .
e Enterprises using GenAl need

e T knowledge graphs for data accuracy, L R

explainability, and governance.

EXPECTATIONS

View blip history >

Related blips.
Hold  Assess Tral Adopt

Retrieval-augmented generation (RAG)

Using GenAl to understand legacy codeb
Trial

20




GraphRAG Adoption by
Industry leaders

B® Microsoft | Research Ourresearch ~  Programs & events ~  Connect {

@ OpenAl Academy

Automate Knowledge &
Graphs for RAG

Building GraphRAG with OpenAl APl

Project GraphRAG

LLM-Derived Knowledge Graphs

27 Researchers at MSFT
VentureBeat

How to take advantage of a
generative tool fueling Glean'’s
$260M raise: GraphRAG

Improving Retrieval Augmented Generation accurac
with GraphRAG

by Denise Gosnell and Vivien de Saint Pern | on 23 DEC 2024 | in Amazon Bedrock, Amazon
Neptune, Generative Al, Partner solutions | Permalink | @ Comments | @ Share

Build GraphRAG applications using Spanner

GraphR

G with MongoDB Atlas: Integ»
I&nowledge Graphs with L%

Akey challenge Al developers face is pmwdmg contextto la
to build reliable Al-enhanced applications; retrie

e 1)

implementation of retrieval-augmented generation, is useful for mam«=n ~~ene i ie

Databases

Graph and LangChain

Other Agents.

Amarnath Mullick Bei Li

Staff Software Engineer Sr. Staff Software Engineer

plication Platform

IBM Technology

s

68K views 2 months ago #ai #lm #dat

limited in providing LLMs with reasoning capabilities that can unders  BLOG

Customers need better accuracy to take generative Al applications into production. In a world
where decisions are increg==~': Amtn Aviinn dhs fnbosin cod enlinbilin A £ e o ntioe s
paramount. To address th Amazon Bedrock Knowledge Bases supports GraphRAG now

vector-based retrieval sys generally available
pattern, which integrates
Posted on: Mar 7, 2025

greater precision and cont

Today, AWS announces the general availability of GraphRAG, a capability in Amazon Bedrock Knowledge Bases
(GraphRAG), where graph g enhances Retrieval- Augmented Generation (RAG) by incorporating graph data. GraphRAG delivers more
capabilities.
cl

comprehensive, relevant, and explainable responses by leveraging relationships within your data, improving how
Generative Al applications retrieve and synthesize information.

Graph RAG Nawgatlng graphs for
Retrieval-Augmented Generation
using Elasticsearch




LinkedIn Customer Support

Retrieval-Augmented Generation with Knowledge Graphs for
Customer Service Question Answering

Zhentao Xu Mark Jerome Cruz Matthew Guevara
zhexu@linkedin.com marcruz@linkedin.com mguevara@linkedin.com
LinkedIn Corporation LinkedIn Corporation LinkedIn Corporation
Sunnyvale, CA, USA Sunnyvale, CA, USA Sunnyvale, CA, USA
Tie Wang Manasi Deshpande Xiaofeng Wang
tiewang@linkedin.com madeshpande@linkedin.com xiaofwang@linkedin.com
i LinkedIn Corporation LinkedIn Corporation LinkedIn Corporation
o Sunnyvale, CA, USA Sunnyvale, CA, USA Sunnyvale, CA, USA
-
(Q\ Zheng Li
> zeli@linkedin.com
< LinkedIn Corporation
2 Sunnyvale, CA, USA
\O ABSTRACT KEYWORDS
— In customer service technical support, swiftly and accurately re- Large Language Model, Knowledge Graph, Question Answering,
m tnevmg relevant "p:st issues is cnt:cal for ef‘ﬁcxenlt‘ly'lresolvmg cu? Retrieval-Augmented Generation

in BLEU. Our method has been deployed within LinkedIn’s cus-
tomer service team for approximately six months and has reduced
e the median per-issue resolution time by 28.6%. 1
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Patterns

RAG -Retrieval using Graph Structures

Michael Hunger
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GraphRAG Phases

Enrich

%

Substructure, chunk
and embed
documents into a
lexical graph

25 Neo4j Inc. All rights reserved 2023

Extract entities and
relationships with
descriptions, facts
and claims.

Compute clusters of
topical structures,
generate community
summaries

Enrich with other
graph features from
algorithms.



The Benefits & Stumbling Blocks of GraphRAG

Connected to Graphs all the

Business way down:
Value lexical, domain,

meta

Explainability &
Governance

Knowledge
Graph
Engineering

Retrieval Path
Learning Curve
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Effort & Impact

Connected Rich

Data Retrieval

Data Engineering Rich connected network Contextual retrieval
e Model e unstructured text, e multi-hop queries
e Extract e structured entities e higher relevance
e [ndex e derivedinsights e explainability
e Enrich e guidance for agents

and tools
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GraphRAG Pattern Catalog - graphrag.com

1, Survey of GraphRAG research papers
2. Identify and describe the patterns

3. Show the knowledge graph
4

Explain the retrieval method

Goal: easily understood reference guide for developers
Stretch: distill common patterns as they appear

Contributions welcome!

Neo4j Inc. All rights reserved 2024



>

Patterns are named, proven solutions for
problems in a specific context with forces,
pro's and con's and examples for when and

when not to use them.
Christopher Alexander, Architect, Creator of A Pattern Language

{

29 Neo4j Inc. All rights reserved 2024



GraphRAG Pattern Catalog - graphrag.com

Pattern name, description, aliases
Context, when to apply
Pro's and Con's

Required/recommended Graph Model and Retrieval Query

or B~ W N —

References to Papers, Examples

30 Neo4jInc. All rights reserved 2024



Knowledge graph shape: Lexical Graph with Extracted Entities

Example Pattern

Name: Graph Enhanced Vector Search

used to create chunk embeddings. A vector similarity search is executed
on the chunk embeddings to find k (humber previously configured by PARTOF
developer/user) most similar chunks. A traversal of the Domain Graph / PAR

Description: The user question is embedded using the same embedder /

OF  PART_OF

TN
[\

starting at the found chunks is executed to retrieve more context.

Context: The biggest problem with basic GraphRAG patterns is finding all
relevant context necessary to answer a question. The context can be
spread across many chunks not being found by the search. Relating the
real-world entities from the chunks to each other and retrieving these
relationships together with a vector search provides additional context
about these entities that the chunks refer to. They can also be used to

relate chunks to each other through the entity network. HAS_ENTLTY

Required pre-processing: Use an LLM to execute entity and relationship WAS_ENTITY HAS_BNTITY
extraction on the chunks. Import the retrieved triples into the graph. HASENTE T

Variations: Entity disambiguation, Question-guided/Schema-defined
extraction, Entity embeddings, Ontology-driven traversal

MATCH :PART_OF d:Document
MATCH 1 HAS_ENTITY__
MATCH path rels:!HAS_ENTITY&!PART_OF 0,2} (:!Chunk&!Document

“RELATES_TO, = RELATES_TO

RETURN ...

AKA: Graph + Vector, Augmented Vector Search



https://graphrag.com/reference/graphrag/graph-enhanced-vector-search/

Lexical - Document Preprocessing

FIRST_CHUNK

PART OF PART_OF  TART_OF

el

NEXT_CHUNK

32 NeodjInc. All rights reserve



Document as a Graph

Objectives Proposal

About the Financial Content Content Content

Subsection
Company Result Chunk Chunk Chunk 2

Content Content Content Content Vector Vector Vector Subsection Content
Chunk Chunk Chunk Chunk Embedding Embedding Embedding 1.1 Chunk

010...010
011..0011
n

Vector Vector Vector Vector Content Content Content

120090 | Embedding Embedding Embedding Embedding Chunk Chunk Chunk

01001..0
01t.n

Vector
Embedding

010...010
011..0011

Vector Vector Vector
Embedding Embedding Embedding

Neo4j Inc. All rights reserved 2024




Knowledge Graph as the Knowledge Base

Document as a Graph P Knowledge Graph

Propesal

Content Vector Vector Vector Content
Chunk Embedding Embedding Embedding Chunk

L Vector Vector
Embedding Embedding Embedding

Vector

Content Content
nk Embedding

Embedding Chunk

Voctor Vector Voctor
Embedding Embedding Embedding

34 NeodjInc. All rights reserved 2024




Domain - Entity Extraction of Domain Graph

35 Neo4jInc. All rights reserved 2024



Meta - /

N

PART_OF PART_OF

High Level O
Community 0
Summaries // \/ \

— S_TO,
' ELATES T S
l IN_COMMUNITY IN_COMMUNITY

IN_COMMUNITY

RELATES_TO

IN_COMMUNITY

36 Neo4jInc. All rights reserved 2024




Global Search -Finding High Level Answers

For questions that cover the entirety : Topic Custer

Cross document topic clusters. S Tl =

Can use all or most relevant — — =

community summaries (vector or . _

hybrid search) S it O S —

Choose level of granularity. = = —
= Topic Cluster =

87 Neodj Inc. All rights reserved 2024 graphrag.com/reference/graphrag/alobal-community-summary-retriever/



http://graphrag.com/reference/graphrag/global-community-summary-retriever/

. Required graph pattern: Lexical Q
Global Communlty Summary Graph with Extracted Entities and
Retriever Community Summaries T/ T \T or

HAS_ENTITY \

HAS_ENTITY

AKA: Microsoft GraphRAG, Global Retriever
Context: Certain questions that can be asked
on a whole dataset do not just relate to things
present in some chunks but rather search for an
overall message that is overarching in the
dataset.

\e\
e

HAS ENTITY
HAS ENTITY

‘RELATES TO_S | RELATES_TO

Required pre-processing: In addition to
extracting entities and their relationships, we
need to form hierarchical communities within
the Domain Graph. For every community, an

IN_ COMMU}VITY
IN_COMMUNITY IN. COMMUA/ITY

LLM summarizes the entity and relationship /
information into Community Summaries. Q
MATCH (c:__Community //

WHERE c.level $level IN_COMMUNITY
RETURN c.full content AS output

38 Neo4jInc. All rights reserved 2023
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GraphRAG Phases

39 Neo4j Inc. All rights reserved 2023

Enhanced vector
search with graph
context

Local search over
entities and their
patterns

Global search over
community
summaries



GraphRAG Pattern

Question &

Large Language Complete
Model Response

Question GraphRAG Retriever

Relevant
Information
Retrieval Relevant
Query Information
Knowledge Graph Data
Graph + Vectors Science

) R




1

Types of GraphRAG Retrievers

Vector/Hybrid +

Retrieval Query

Generic or predefined
multi-hop queries

starting at entry points
and retrieving text +
context

FineTuned LLM
w/ schema
generates query
for question

Agentic

Traversal

lterative navigation
and information
collection across the
graph until question
Is answered, set of
appropriate tools



Text2Query - Text2Cypher

question + (enhanced) schema + few shot -> query

existing models surpringly good at text2cypher

struggle mostly with relationship-direction and complex queries
CoPilots on neo4j tools

Neo4j text2cypher project

- open source training dataset

- evaluations

- fine-tuned models Llama3, Gemma, Gemini, OpenAl

e text2sqglis alarge research area (Spider, numberstation, ...)

42 NeodjInc. All rights reserved 2024



Vector Search

e Find nodes using an implicit similarity search in
the vector index* and enrich with additional
explicit relationships from the knowledge graph

e Hybrid Search with fulltext search

Vector/Hybrid

Search e Create vectors of network information using
node/graph embeddings

Now a top 10 vector database on LangChain.

43 Neo4j Inc. All rights reserved 2023



Neo4j Indexing and Search

Neo4j makes search efficient through a variety of indexes including:

 Range: General index for predicates based on equality and range.
Numeric, dates, etc.

« Point: Predicts on geospatial points like distance bounding boxes, etc.
» Text: Predicates on strings like contains, ends with, etc.

* FullText: Text search based on tokenization and analyzers

« Vector: ANN (Approximate Nearest Neighbor) search on vectors

Neo4j Inc. All rights reserved 2024



Graph Enhanced Vector Search

1. Find top-k relevant chunks with Enhances basic vector search with context

(hybrid) search
Get containing Document(s)
Optionally sibling/similar chunks
4. Expand into relevant entities
a. optionally take entity relevancy
Into account for expansion
5. Context:
a. chunk texts

b. distinct entity details —
distinct list of tripl ety
c. distinct list of triples ~.
entity-rel->entity ~a
_-REL—V Entity

graphrag.com/reference/graphrag/graph-enhanced-vector-search/

e |exical context
e entity context
e path length determines context size

@— PART_OF
‘ —=  Document

HAS_ ENTITY

W N

HAS ENTIY
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https://graphr.ag/reference/graphrag/graph-enhanced-vector-search/

GraphRAG - Graph Enhanced Vector Search

Enhances basic vector search with context

e lexical context

e entity context
e path length determines context size “— PART_OF _ | pocument

HAS_ENTIY

HAS_ENTITY

REI\ \/
‘ __reL—» Entity

araphrag.com/reference/graphrag/graph-enhanced-vector-search/

Entity <—REL

~—
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https://graphr.ag/reference/graphrag/graph-enhanced-vector-search/

Local/Entity Search - A variant of Graph Search

1. Find top-k relevant entities with Best for specific questions on entities and
(hybrid) search facts.

2. Expand relatlonshlps In search results Additional context from related entities

3. Ranked n-hop neighbours

4. Include relevant Supporting facts / information from chunks
a. Communities / summaries / claims.
b. Chunks
c. Claims

Entity

Embedding

47 Neod4jInc. All rights reserved 2024

araphrag.com/reference/graphrag/local-retriever/



http://graphr.ag/reference/graphrag/local-retriever/

Data Science on Graphs: Graph Data Science...

The Largest Catalog of Graph Vector Embeddings
Graph Algorithms for Machine Learning
Pathfinding Centrality Community Machine
& Search Detection Learning

@@@ ooo()ooo OO o ¢

@ Q% %o ) A O Q node vector
00 ° - e ]
D~ — Graph
: - _ - R Data Science
Link Similarity Embeddings And more...

Prediction

Sy A 3

Q0000
O

3P

Bring the context of your connected data into
a format that other pipelines can ingest.

48 Neo4j Inc. All rights reserved 2023



Enrich the KG using |
_ Enrich the measure of relevancy
Graph Algorlthms using graph algorithms.

2, ° Page Rank to understand the
so” o importance of parts of documents

e Link Prediction to find hidden
Q@ relationships that further
contextualise the results

e Community Detection to group
O ¢y related parts of documents for
more focused knowledge retrieval

49 Neo4j Inc. All rights reserved 2024



Semantic Search Journey

Vector Similarity +
GDS-Based Graph
Traversals

Vector Similarity +
Local Graph Traversals

Vector Similarity
Search

Further improve search
relevance using graph

Find people, places, and algorithms and ML to discover
— things associated to content. I new relationships, entities, and
Find relevant documents and [ !dentify patterns in connected groups.
content for user queries. data.
Vector Search Graph Database Graph Data Science
AN J

Y [ ]
Not=Yoli)
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GraphRAG Impact
Query Knowledge Graph within your GenAl application

Orchestration & Flow
only fetch relevant
information from reliable
datasources and integrate in
architecture

Rich Context

graph entities

graph algorithms for
enhancement &
clustering

Vector + Graph
Combine vector and
graph search for retrieval
and filtering

Accurate & relevant answers
avoid hallucinations

deprioritize LLM training data

only use language skills

Neo4j Inc. All rights reserved 2024



GraphRAG Challenges

Upfront Effort

data modeling / graph construction
data volume / path lengths
supernodes

graph representation to LLM

52 Neo4j Inc. All rights reserved 2023



-Neoqj

Practical
Examples

Tools, libraries, models

. A



Knowledge Graph
Construction from
unstructured sources

Neo4j Inc. All rights reserved 2024



Rapidly Build a
Knowledge Graph
for Al Use Cases

Jumpstart knowledge graph
creation from unstructured
data with named entity
recognition

Rapidly model structured data
as nodes and relationships in a
knowledge graph

Ingest text, audio, and other
content embeddings as node
vector properties and index
them for use in RAG

Data Sources
Structured Data

[ )
4 \. -
- %"
o .0 Knowledge Graph
o
- n
JSON| — | XML

Embedding (Unstructured)

—>

suuctured == - “[]“

EmbeddiTng Models
SEH D)

j N Generative Al Models
=5ky T

Named Entity Recognition

L /.\. —
) = e
./

Unstructured

Graph Construction



https://python.langchain.com/docs/use_cases/graph/constructing

Automatically Build a KG for GenAl

3 Simple Steps

Connect to Neo4j

\

pdf, YouTube,
cloud storage,
wikipedia

Upload Files

Generate Graph

Neo4j Inc. All rights reserved 2024

View & Explore Your Graph

Generated Graph X a

Document Entities Chunks ‘e

Result Overview

Chunk(l)  Document(1)

e

Aimodel(3)  Aiproduct(2)

Concept(173)

Content type(7)

P— .
) e,

g it @ Product(2)  Role(4)

Skill(1)  Task(3)

Technology(5)

o
a

Power GraphRAG

Welcome to the Neo4j Knowledge
Graph Chat. You can ask questions
related to documents which have
been completely processed.
6/3/2024 11:44:58 AM

(=]
What can Generative Al do? g

6/3/2024 12:05:58 PM

Generative Al can perform a wide
range of tasks, including language
translation, text generation, image
synthesis, music composition, and
even video creation. It has the
ability to generate new content
based on patterns and examples it
has learned from training data.
6/3/2024 12:06:18 PM

®




LLM KG Bulilder Demo




Retrieval information

To generate this response, in 9.43 seconds we used 1988 tokens with the model gpt-4o.

Sources used Top Entities used

Google Deepmind, Ai For Science Team, Francis Crick Institute
Digital Biology, Fusion, Quantum Chemistry

Richard Evans, Kathryn Tunyasuvunakool, Rosana Kapeller

Technology (8) Alphafold, Dali, Foldseek

Science
Nuclear Pore Complex

Aisystem (1) Alphafold

Graph Schema used for Entity Extraction




LLM Graph Builder
Application
Interactive application to construct

knowledge graphs from PDF, youtube
transcripts etc.

Hosted on

lLm-graph-builder.neo4jlabs.com

Documentation

neo4j.com/labs/genai-ecosystem/llLm-graph-builder

N

Neo4j Inc. All rights reserved 2024

.Neo4qj

® Backend connection status © Neodj connection

&

[J Show files with status New

Drag & Drop

or browse

Name

NKc8Tr5_L3w

Patrick Pichette wan...

Patrick Pichette -Wi...

Showing 1-3 of 3 results

Amazon S3

AUGT)  Selected ) 7

Status

® Completed

® Completed

@ Completed

¢ @

Disconnect

Size (KB)

0.00
5809.09

386.59

What is the connection
from Google to
Bombardier?

16.3.2024 09:05:03

The connection from
Google to Bombardier is
that Patrick Pichette, who
was the CFO of Google,
accepted a position on the
board of directors for
Bombardier Inc. in 2013.

16.3.2024 09:05:33

What does Bombardier do?

16.3.2024 09:05:50

Bombardier Inc. is a
Canadian multinational

[—]



http://llm-graph-builder.neo4jlabs.com
http://neo4j.com/labs/genai-ecosystem/llm-graph-builder/

Supported Retrievers

Vector /

Hybrid

embedding +
fulltext search on
document chunks

60 Neo4j Inc. All rights reserved 2024

generate query
with schema and
question

Graph Traversal

Generic graph
traversals
starting at
documents or
entities and
expanding
patterns

Query Focused

Summarization

Using vector
search on
clustered
Community
Summaries for
global questions



Retrievers + Eval

’ Retrieval information

To generate this response, the process took 6.83 seconds,utilizing 5001 tokens with the
3 model gpt-40-mini-2024-07-18 in graph & vector & fulltext mode.

Sources used Chunks Top Entities used Evaluation Metrics

We use several key metrics to assess the quality of our chat responses. Click the button
below to view detailed scores for this interaction using ragas framework. These scores
help us continuously improve the accuracy and helpfulness of our chatbots.This usually
takes about 20 seconds . You'll see detailed scores shortly.

Faithfulness: Determines How accurately the answer reflects the provided information
Answer Relevancy: Determines How well the answer addresses the user's question.

Mode Answer Relevancy Faithfulness
Vector 0.91 0.61
Graph 0.88 0.82
Graph Vector Fulltext 0.93 0.80
Entity Vector 0.84 0.27

Global Vector 0.00 0.00

Showing 1-5 of 5 results

Vector
Performs semantic similarity search on text
chunks using vector indexing.

® Selected

Graph
Translates text to Cypher queries for precise
data retrieval from a graph database.

® Selected

Graph+Vector

Combines vector indexing and graph
connections for contextually enhanced
semantic search.

Fulltext
Conducts fast, keyword-based search using
full-text indexing on text chunks.

Graph+Vector+Fulltext
Integrates vector, graph, and full-text indexing
for comprehensive search results.

® Selected

Entity search+Vector
Uses vector indexing on entity nodes for

highly relevant entity-based search.

® Selected

Global search+Vector+Fulltext
Use vector and full-text indexing on
community nodes to provide accurate,
context-aware answers globally.

® Selected



Open Source Project

github.com/neo4j-labs/llm-graph-builder

e React Front End

connect to Neo4j

load local PDF, S3 URL, YT Video
Wikipedia Enrichment
GraphRAG Chat

e Python FastAPI Back End

store data in neo4

chunking

create embedding (Emb Model)
entity extraction (LLM, Diffbot)
kNN graph

e Docker(Compose) images

Neo4j Inc. All rights reserved 2024

& neodj-labs / lim-graph-builder  pubiic

<> Code () Issues 60 19 Pullrequests 4  (® Actions [ Projects @ Security |~ Insights

<> Code ~

¥ DEV ~ ¥ 32Branches © 3 Tags Q Gotofile

This branch is 11 commits ahead of, 9 commits behind main .

= karanchellani Update requirements.txt 172786 - 21 minutes ago Y 1,127 Commits

B POC_Documents/V1 Add files via upload 2 months ago

B POC_Experiments Create Data_Analysis (#339) 2 months ago

B backend Update requirements.txt 21 minutes ago
I data Chatbot chunks (#402) last month
M docs Update frontend_docs.adoc (#538) yesterday
B0 experiments LLMs from multiple providers (#496) 2 weeks ago
I frontend Unneccory import 4 hours ago
[ .gitignore LLM Model Config fixes (#508) last week
[ LICENSE Initial commit 6 months ago
D README.md readme changes last week

Star History
1000
® neotj-labs/llm-graph-builder

800

GitHub Stars
o
S
S

<
<3
S

200

February March Apeil May June July
Date %} star-history.com

L) Notifications

% Fork 156 ¢ star 1k

About

Neo4j graph construction from
unstructured data using LLMs

@ neodj.com/labs/genai-ecosystem/lim-...

neodj  graph  data-import
knowledge-graph  graphdb
graph-search  unstructured-data  rag
langchain  vectordb  genai

graph-rag  graphrag

Readme
Apache-2.0 license

Activity

1k stars

m

Ll

A

E Custom properties
4

® 17 watching

k4

155 forks

Report repository

Contributors 15
T I EEEL
®9129


http://github.com/neo4j-labs/llm-graph-builder

from
L L M G Fa p h langchain_experimental.graph_transformers

. . import LLMGraphTransformer
EXtI‘aCtlon lel"al‘y from langchain_openai import ChatOpenAI
from langchain_neo4j

import Neo4jGraph

LLM-Graph Transformer in LangChain

1. any LLM with structured output e
2. use chunked documents 11m = ChatOpenAI(temperature=0,
3. provide optional schema model_name="gpt-41")
4 OUtpf"tS St_rUCtured nodes & kg _transformer = LLMGraphTransformer(
relationships 11m=11m,
5. store as KG in Neo4j allowed_nodes=
["Person”, "Country", "Company"],
Blog Post | Docs allowed_relationships=
["LOCATED_IN", "WORKED_ AT"])
results =
kg transformer.convert to_graph _documents(
N documents)
R . graph.add_graph_documents(results)

Neo4j Inc. All rights reserved 2024



https://medium.com/neo4j/enhancing-rag-based-applications-accuracy-by-constructing-and-leveraging-knowledge-graphs-ad5e2ffab663
https://python.langchain.com/docs/use_cases/graph/constructing

NeoConverse
Agentic Retrieval

Neo4j Inc. All rights reserved 2024



NeoConverse

>
Neo Agents © ADD AGENT
Explore Predefined Agents A

Enron Email Corpos
The data covers how employees

y & lly
via email conversations and flags
any watch terms

Patient Journey ( Remote )

o Synthetic dataset of 1.2M patient
J journeys including procedures,
prescriptions, conditions

Retail :’Remole )

@ Syntetic dataset covers retail

purhcases, reviews and rating

Business Intelligence ( Remote )

A database for software applications,
detailing business processes,
deployments, vulnerabilities, and

data concepts, enabling vulnerability
and change impact analyses with
data traceability.

Agents Created By You A

65 Neo4jInc. All rights reserved 2024

o

>f\e04j N e o c o n v e r s e e A GenAl copilot to converse with your neodj graph data

Chat
] : ; i 3 X A
P S Sent and received email count by email address and month for jovaughn.taliah@enron.com & trelin.coner@enron.com for the year 2000
@B from_jovaughn to_jovaughn from_trelin (@l to_trelin
1,800
1,500
1,200 16

200

600 1 N ©
\ | <>
300 J ‘
0 v
January February March April May June July August September October November December
n ; ; | i i ;
P, S Count of sent and received emails by month for jovaughn.taliah@enron.com in the year 2000, plot line chart
Count of Sent and Received Emails by Month for 2000 -O- Sent Received
1,800
1,500
16
@ 1,200 : 1 ol
900 - @
<>
600
300
0 T T r r r
Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec
How can i help you today ?
Count of sent and received emails by month for jovaughn.taliah@enron.com in the year 2000, plot line chart $ ‘: >



:neos) NeoCoONVerse  acomcosioiocomorso win

Neo Agents © ADDAGENT Chat

)
Ecglore Bradéfined e i  Sentand received email count by email address and month for jovaughn. com & trelin com for the year 2000
xplore Predefined Agents 8
B fom_jovaughn B8 to_jovaughn 5 rom_rein. @D t_eln

Enron Email Corpos ( Femote )

The data covers how employees

Define Tools for Agentic Retrieval (Cypher, e,

Patient Journey ( Remote
Retail (Remote )

Syntetic dataset covers retail
purhcases, reviews and rating

Also structured graph queries via

A database for software applications,
detailing business processes,
L deployments, vulnerabilities, and

text2cypher using schema information from e
existing graph

Agents Created By You A Howcani help you today ?
Count of sent and received emails by month for jovaughn.taliah@enron.com in the year 2000, plot line chart

Supports different LLMs

apoc.meta.ctate
apoc.meta.nodeTypeProperties
apoc.meta.rellypeProperties

Responses rendered as text or charts .

,_@CMM O Finetuning
Hosted on = = S

! What movie \ ‘ T Baced on

H Pr Prompt vl wi
neoconverse.graphapp.io can watch | ot v s Opon AL Bord, Beirock s e

K cimilar ...

neodj result to natural language

Documentation . Q

neo4j.com/labs/genai-ecosystem/neoconverse
Neo4j Inc. All rights reserved 2024



http://neoconverse.graphapp.io
http://neo4j.com/labs/genai-ecosystem/neoconverse

Agentic systems

e Agents give access to sets of Tools

e Planning for tool use, reflection

e Mix of collaborating retrieval and other agents

e Capture collected information in current state

e FEvaluate current state fitness for completing
task or continuing with agent loop

e Tools allow for federation across data systems

e Represent agent systems as executable graphs




Agentic GraphRAG Tools

Generic
Graph

Domain specific Agentic

queries Traversal

Queries

n-hop, generate query Domain queries Agentic traversal
neighborhood, with schema and by SME for incrementally
shortest path, question specific agents collect
communities/clus information, see

ters GraphReader

68 Neo4jInc. All rights reserved 2024



Tools for Diffbot Companies Dataset

INCIRIUERN Property Search Companies (@MESEEe companies_in_industry (@eIERIEVEEE

List of Industry category names List of Companies returns (id, name, summary) by fulltext Companies (id, name, summary) in a given industry by
search ‘industry’ name

/7 EDIT REMOVE
/ EDIT REMOVE /7 EDIT REMOVE

Tags
Name
articles_in_month article @R e
ol = companies_in_articles Graph Traversal *
List of Articles (id, author, title, date, sentiment) in a 30 Single Article details (id, author, title, date, sentiment,
day timeframe from the given “date’ (yyyy-mm-dd) site, summary, content) by article id
Description
/7 EDIT REMOVE /' EDIT REMOVE Companies (id, name, summary) mentioned in articles by list of article ids
Parameters Type
object
people_at_company fuzzy_articles_search Property Name Property Type Property Description
People (name, role) associated with a company by Search for articles by a similar text using text embedding article_ids string ( Comma separated string of arti -
company id search

/ EDIT REMOVE / EDIT REMOVE New Property Name New Property Type New Property Description +

Required Fields

article_ids 7
Category
Cypher Execution v

WITH [id in split('${article_ids}',',') | trim(id)] as ids
MATCH (a:Article)-[:MENTIONSI->(c)

WHERE a.id in ids AND not exists { (c)<-[:HAS_SUBSIDARY]-() }
RETURN c.id as id, c.name as name, c.summary as summary

UAWN R



Give me

A Ce. ::o _ s
Neo Agents © ADD AGENT
Explore Predefined Agents v
Agents Created By You ~

and the people working at

Chat

and the
in which

SRR

AT W

%)
;ﬂeo‘u N e o c o n v e r s e A GenAl copilot to converse with your neo4j graph data

Hey there! NeoConverse uses generative Al to help you communicate with neo4j database using natural language. If you encounter any inaccurate
responses, please report them using the report icon. Let's start chatting!

Give me top 3 articles by sentiment in January 2023 and the companies mentioned in those articles and the people working at these companies in which roles?

Here are the top 3 articles by sentiment in January 2023, the companies mentioned in those articles, and the people working at these companies in their
respective roles:

Article: "Industry Veteran Jay Dettling Joins Hero Digital as CEO to Accelerate the Company's Next Phase of Growth"

Sentiment: 0.972

Company: Hero Digital

People:
Jay Dettling - CEO
Timothy T. Hall - Board Member
Joost Thesseling - Board Member
Fred Iseman - Board Member

Article: "Hero Digital Acquires Omnichannel Commerce, a Leader in Salesforce Commerce"

Sentiment: 0.968

Company: Hero Digital

People:
Jay Dettling - CEO
Timothy T. Hall - Board Member
Joost Thesseling - Board Member
Fred Iseman - Board Member

Article: "Amax Engineering: Scalable HPC and GPU Reference Design Solutions with 4th Gen Xeon Scalable Processors"
Sentiment: 0.906

Company: AMAX
People:



Agent Loop with Tool Calling

User Question
Give me top 3 articles by sentiment in JARUANA2028)] the companies mentioned and the people

working there in which roles?

1. articles in month ("2023-01-01") > 50 articles w/ details
2. 3x company in article (article-id) > 5 companies w/ details
3. 5x people in company (company-id) -> 8 people w/ roles

Agent Framework e— Tool Execution
I ReACT, Memory, Execution

ReACT Loop i i
i Tools
e industries
(R Tool Config =~ ----------- e articles in month (1)

e company in article (2)
° people in company (3)
e companies in industry

Execute Query

.
Neo4j Database

GraphRAG on Knowledge Graph




Agent Loop with Tool Calling

User Question

Give me top 3 support articles by customer sentiment in ffomlastmonth; by Andreas Kollegger

and the product features mentioned there?

I
ReACT Loop

LLM w/ reasoning

Planning, Parameter Extraction
Tool selection

Agent Framework
ReACT, Memory, Execution

A

1. support engineers (filter by name)

2. articles in month ("2025-05-01", "abk") > 15 articles w/
details (filter by sentiment)

3. 15x features in article (article-id) > 3 features

Tool Execution

Tools

all support engineers

support articles in month (1)
features mentioned in article (2)
customer projects

Execute Query

A |

Neo4j Database

GraphRAG on Knowledge Graph




Behind the scenes - Tool calling

chat-history for message: » Array(2)
tool.categorical_value » Array(1)

query from template conversion: match (a:Article)
where date('2023-01-01') <= date(a.date) < date('2023-01-01') + duration('PIM')
return a.id as id, a.author as author, a.title as title, toString(a.date) as date, a.sentiment as sentiment
limit 28

chat-history for tool: » (4) [{.}, {.}, {.}, {.}]
tool.categorical_value » [{.}]

query from template conversion: WITH [id in split('ART222983431438,ART234375685382,ART206570973340',"',"') | trim(id)] as ids
MATCH (a:Article)-[:MENTIONS]->(c)

WHERE a.id in ids AND not exists { (c)<-[:HAS_SUBSIDARY]-() }

RETURN c.id as id, c.name as name, C.summary as summary

chat-history for tool: » (6) [{.}, {.}, {.}, {.}, {.}, {.}]
tool.categorical_value » [{.}]

'E10mxYzHiMTu8cMp8UNGVVw'

query from template conversion: MATCH (c:0rganization)-[rolel-(p:Person) WHERE c.id
RETURN replace(type(role),"HAS_","") as role, p.name as name

tool.categorical_value » [{..}]

query from template conversion: MATCH (c:0rganization)-[rolel-(p:Person) WHERE c.id 'E1KSTKSP70wGMm@x94h6pxA"

RETURN replace(type(role),"HAS_","") as role, p.name as name

chat-history for tool: » (9) [{..}, {.}, {.}, {.}, {}, {=}, (.}, {}, {a}]



neo4j-graphrag package
Construction + Retrieval

Neo4j Inc. All rights reserved 2024



GraphRAG Python package

End-to-end workflows for faster, simpler, and more effective GenAl-KG
development, supported by Neo4;j

- Create
Implement KG GraphRAG

Retrievers . .
MR

Knowledge
Graphs

transform documents into Easily implement powerful Combine entire RAG process
GenAl-ready knowledge knowledge graph retrievers with retrieval, prompt & LLM
graphs with vectors using graph traversals and using just a few lines of code

vector search and hybrid
search



GraphRAG Python package Workflow

import # 2. Create KG Retriever & GraphRAG Class
from import as
from import as y
from import index_name="text_embeddings",
from import embedder
from import
# 0. Connect to Neo4j Database model_name="gpt-40"
llm , retriever
auth
# 3. Run
#1. Build KG and Store in Neo4j Database "How is precision medicine applied to Lupus?”
print )

model_name="gpt-40-mini",

model_params
"response_format": {"type": "json_object"}, Precision medicine in systemic lupus erythematosus (SLE) is an evolving approach

"temperature": 0 that aims to tailor treatment based on individual genetic, epigenetic, and
pathophysiological characteristics....

llm ,

driver ,
embedder
from_pdf=True

await file_path="precision-med-for-lupus.pdf’

76 NeodjInc. All rights reserved 2024



GraphRAG Python package Workflow

& GraphRAG Generate and Visualize Knowledge Graph.ipynb ¥ &

File Edit View Insert Runtime Tools Help

1mands + Code + Text
‘) from neo4j_graphrag.experimental.pipeline.kg_builder import SimpleKGPipeline

kg_builder = SimpleKGPipeline(
entities=ENTITIES,
relations=RELATIONS, o
potential_schema=POTENTIAL_SCHEMA, "‘Af
1lm=11lm, # an LLMInterface for Entity and Relation extraction
driver=driver, # a neo4j driver to write results to graph
embedder=embedder, # an Embedder for chunks
from_pdf=True, # set to False if parsing an already extracted text

[ 1 from pathlib import Path
from neo4j_graphrag.experimental. components.pdf_loader import PdfLoader o L e

files = ["/content/Cybersecurity Playbook_for_Large_Language_Model LLM_Applications.pdf"]

for file in files:
await kg_builder.run_async(file_path=file)

¥

from neo4j import Result
result = driver.execute_query("MATCH p=(n)-[r]->(m) RETURN p", result_transformer_=Result.g

from neo4j_viz.neo4j import from_neo4j

VG = from_neo4j(result) =
VG.color_nodes(property=""1abels") |

VG. render()
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Resources

e Demo Code: github.com/neo4j-product-examples/graphrag-python-examples

e Free Course: graphacademy.neo4j.com/courses/genai-workshop-graphrag/

e Docs: neodj.com/docs/neo4dj-graphrag-python

e GenAl Learning & Building Resources: nheo4j.com/generativeai/#resources
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https://github.com/neo4j-product-examples/graphrag-python-examples
https://graphacademy.neo4j.com/courses/genai-workshop-graphrag/
https://neo4j.com/docs/neo4j-graphrag-python/current/index.html
http://neo4j.com/generativeai/#resources

Agents, MCP, Tools



The journey to Agents

Single-LLM Features Workflows Agents

Summarisation, simple LLMs orchestrated by code LLMs deciding their own
(linear) Q&A, trajectories

Extraction,

Classification

QO wm—@

Feedback

anthropic.com/engineering/building-effective-agents



Al Agents plan, reason, and execute tasks for users .n

End User Four Key Components

query response
e Model: Used to reason over

4 I goals, determine the plan and

Agent Runtime generate a response

Agent Brai e Tools: Fetch data, perform

(6.9. Agent Brain) Generative Al Models actions or transactions by

(An agent can use . .
Profile, goals & multiple models) calling other APIs or services

instructions

° Maintain

________ tamey memory and state (including
1 short-term!1 long-term ! Tools

———————————————————— the approach used to plan),
tools, data provided/fetched,

APIs Functions
Model based etc
Reasoning/Planning
(Question Decomp & Databases Agents e Runtime: Execute the system

Reflection)

when invoked




Everything a developer needs to know

MCP Servers and Integrations

Data Services
Provide context to Al-through GraphRAG tools
Infrastructure APls
Control resources
Agent SDKs
Integrate MCP when building agents




Agents, MCP, Tools

e Guiding Agents with Graphs

e Neo4j-MCP (hosted?) / MCP Toolbox for Databases

e ADK/ Strands/LangGraph
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Investment Agent (ADK, MCP, GraphRAG)

e ADK with MCP Tools + MCP Toolbox
- text2cypher Tool
- specific domain query tools
- Python and MCP integrations

people at company
InveSt.OI‘ A~gent — ﬂ MCP ———— company in industry
(child @) Toolbox neWS on company
Investment Research news in timeframe
Investment Agent industries
Agent (child €) — . Python ’(
(root g2) . get_schema  °
Database Agent read_query
(child ga) > - Python investments "(
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http://www.googlecloudcommunity.com/gc/Cloud-Product-Articles/Using-Google-s-Agent-Development-Kit-ADK-with-MCP-Toolbox-and/ta-p/898512

Structured part of
information
(Parties, Locations, Dates)

Contracts Understanding
(CUA) Agent (LangGraph)

information
(Clauses)

11111

e Contract Processing: Extract
structured data from 500 CUAD

USER

contracts using LangChain RIS A
e Knowledge Graph Construction: .
Build a comprehensive graph > Tool message

There is one contract involving UBS ONCOLOGY IMPACT FUND. It is a Joint Venture agreement for a joint filing

d ata base Of CO ntra Ct re I atl O ] S h | pS regarding the common stock of Spring Bank Pharmaceuticals, Inc. The parties involved include UBS ONCOLOGY

IMPACT FUND L.P., ONCOLOGY IMPACT FUND (CAYMAN) MANAGEMENT L.P., MPM ONCOLOGY IMPACT
a n d CI a u Ses MANAGEMENT LP, and MPM ONCOLOGY IMPACT MANAGEMENT GP LLC. The contract was effective from April 7,
2020.

e Intelligent Query System: Utilize
LangGraph agents to query and
analyze the contract database

Give me a concise summary of contracts with UBS ONCOLOGY IMPACT FUND

Y
Reset Send your prompt now! B

85 Neo4j Inc. All rights reserved 2024 neodj.com/blog/developer/agentic-graphrag-for-commercial-contracts



Where are we going?

Graph Guided Agents

Neo4j Inc. All rights reserved 2024



Graph Guided Agents Guidance

Observation

Response from the action

Memory | Process | Metadata

/ Thought
Reasoning how to act

Agents

Reason & Act

o

|

Action
Invoke a tool to take an action
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Practical
Examples

Customers, Use-cases, Impact
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Klarna. @ T 5. TechCrunch

“So no, we did not replace SaaS with an LLM, and storing
CRM data in an LLM would have its limitations. But we
developed an internal tech stack, using Neo4| and other
things, to start bringing data=knowledge together”

Sebastian
Siemiatkowski
Co-Founder and CEO

.Neodqj



Klarna transforms knowledge access
with GraphRAG

. HR Systems

Wikis

Enterprise
Systems

Internal
Documentation



FROM SEARCHING TO KNOWING
Klarna transforms knowledge access
with GraphRAG

Employee questions
250K ey

cnswered In first year

2 y O O O Daily qqueries processed

8 50/0 Employee adoption

‘ HR Systems

Wikis

Enterprise
Systems

Internal
Documentation
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Popular GraphRAG Use Cases

Knowledge Management &
Enterprise Search

* Internal knowledge base assistant

* Semantic search & summarization over
enterprise data

* KG-powered semantic layer over
enterprise data

* Policy analysis assistant

Human Capital & Skills Management

* Career path assistant. Skills
management, recommendations...

* HCM: Skills management, resource
allocation and utilisation

Research & Development

* Al-assisted scientific research hub &
knowledge base (AllSci)

* Drug discovery and development

* Mobile Device Behavior Analysis

Governance, Risk and Compliance

* Automation of rules and regulations

* Compliance and auditing assistant
(finance)

* Cybersecurity: Bot defense automation
using KGs for client-facing policy
enforcement

Voice of Customer & Employee
Insights

* Feedback analysis engine to detect
sentiment, trends, and emerging topics

* Associate feedback analyzer for
workforce experience optimization

Customer Facing Assistants

* Beauty Assistant: expert analysis,
recommendations and personalized
routines

*NL interface in teleshopping app



Value Framework N

Value Metrics

How will the

business measure

value. What value are

you expecting to

unlock that was

unavailable before? Business Questions
& Requirements
These business
questions will
become your queries
(Format of user
stories).

Problem Statement
What is the business
problem you are
trying to solve?

Use Case
How will a graph database
solve this business problem
? How do you solve this measure and know we
today? have achieved POC
93 objectives?

Success Criteria
How does success looks
like? How will we



LLM Courses on Neo4j GraphAcademy

;ﬂeoq.j graphocademy

Neo4j & Large
Language Model (LLM)
Fundamentals

Learn how to use Neo4j with Large
Language Models

r.neo4j.com/ga-llm-fun

;;.0604] graphacodemy

Build an Neo4j-backed
Chatbot using Python

Build a chatbot using Neo4j, Langchain and
Streamlit




Your Takeaway - graphrag.com

Graph Models

GraphRAG Retrieval Patterns
Papers

Open for Contribution

GraphRAG with a
Knowledge Graph

Connect the dots for better answers

What is GraphRAG? > What is a Knowledge Graph? -
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Thank Youl!




Conversation Memory




Conversation History as a Graph

SUGGESTED_PAGE
Secti HAS_QUESTION
7
ection - NEXT
//
L7 @ Sassion HAS_SESSION
// s
7 P d
7 P d
e A [
e NEXT
P d
i @
Section Session

v

e

Negative Feedback F




Grounded LLM Conversations are Graphs

Graphs enable logging of LLM conversations in the same database as the context
documents and with defined relationships.

"s-03053... HAS_CONVERSATION — ‘65-4
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Impact of Knowledge Graphs in GenAl apps

Context rich,
connected view of
your data that
enables easier
decision making

100 Neo4jInc. All rights reserved 2023

Enhance your data
with graph data
science, text
embeddings, and
additional derived
context

Consume

Ground responses
with information and
context in the graph

Improve search
relevance combining
vector search and
graph traversals

Capture

fiin

Log, visualize, and
analyze LLM
interactions to
improve application
deployments



Advanced
GraphRAG Example

-Neoqj



Example Overview

e Real-world data from the Kaggle H&M Personalized Fashion
Recommendations Dataset

e Combines structured and unstructured data about articles of clothing
and customer purchases

e |everages Neo4j's Vector Index on nodes in the graph

v OF

GRRAN 0
PURCHASED

>
R
(0)
Mo
5,04
5/\/7
Department
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Vector Similarity Search Only

. . m Table RAW
Starts with an indexed vector

embedding on each node

Uses Neo4j as if it was a vector

database:
e Natural language search phrase
e Performs a vector similarity search

(i.e., cosine similarity) @
e Return the top N results
e Eachreturned node is an individual "
chunk of data @ . °

Visualization of results from vector search-only approach
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Results: Vector Search Only

Product Code | Product Type | Document Si;nci?r:ty
842001 Sweater Product-- Name: Betsy Oversized || Type: Sweater... 0.945937
817392 Sweater Product-- Name: Japp oversize sweater || Type: Sweater... 0.944246
709418 Sweater Product-- Name: DIV Anni oversize hood || Type: Sweater... 0.932580
860833 Sweater Product-- Name: Runar sweater || Type: Sweater... 0.931568
893141 Sweater Product-- Name: Sandy || Type: Sweater... 0.930025
812167 Sweater Product-- Name: Macy || Type: Sweater... 0.929781
690623 Sweater Product-- Name: Simba || Type: Sweater... 0.928991
557247 Sweater Product-- Name: Petar Sweater(1) || Type: Sweater... 0.928751
538283 Sweater Product-- Name: TOR Sweater || Type: Sweater... 0.927127
687934 Sweater Product-- Name: Sister off shoulder || Type: Sweater... 0.927100

104 Neo4j Inc. All rights reserved 2023

Search Term: “oversized sweater”




Vector Similarity + Local Graph Traversal

Augments vector similarity search
with information already encoded in &
the knowledge graph

=) &
e Start with a vector similarity
search )
e Performs a local graph traversal
on each matching node & @
e Return the additional context | (=)
that would not be available from | | o

vector similarity search alone

Visualization of results from

vector similarity + local traversal approach
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Results: Vector Similarity + Local Traversal

Product Product Document Search Purchase Vector-Only
Code Type Score Score Rank
677930 Sweater Product-- Name: Queen Sweater || Type: Sweater... 0.922999 6 NaN
516712 Top Product-- Name: Jess oversize LS || Type: Top... 0.922911 5 NaN
557247 Sweater Product-- Name: Petar Sweater(1) || Type: Sweater... 0.928751 4 7.0
675408 Sweater Product-- Name: Mother || Type: Sweater... 0.920846 4 NaN
669682 Sweater Product-- Name: Irma sweater || Type: Sweater... 0.921362 2 NaN
640755 Sweater Product-- Name: Allen Sweater || Type: Sweater... 0.926152 1 NaN
687948 Hoodie Product-- Name: Annie Oversized Hood || Type: Hoodie... 0.925855 1 NaN
709991 Sweater Product-- Name: SISTER OL || Type: Sweater... 0.924914 1 NaN
687856 Jacket Product-- Name: Jacket Oversize || Type: Jacket... 0.924428 1 NaN
674826 Sweater Product-- Name: Fine knit || Type: Sweater... 0.921296 1 NaN

106 Neo4j Inc. All rights reserved 2023

Search Term: “oversized sweater”

Only repeat result



Vector Similarity + GDS-Based Graph Traversal

Use Graph Data Science (GDS) library
algorithms to encode knowledge from the
entire graph into new relationships

Table  RAW

e Capture product co-purchase behavior
from all customers into FastRP node
embeddings

e Apply K-Nearest Neighbors to encode
this information into new relationships

e Run an updated graph traversal using
new relationships as part of the RAG
workflow

Visualization of results from

vector similarity + GDS-based traversal approach
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Results: Vector Similarity + GDS Traversal

Product Code _':;:(:Ud Document Recc;n;::nder Veclt?c;rr-‘(lznly
562252 Trousers Product-- Name: Space 5 pkt tregging || Type: Trousers... 5.50 NaN
658030 Trousers Product-- Name: Push Up Jegging L.W || Type: Trousers... 3.68 NaN
607347 T-shirt Product-- Name: Beck L/S || Type: T-shirt... 3.68 NaN
863561 Bra Product-- Name: Alexis seamless top Rio Opt1 || Type: Bra... 2.78 NaN
647684 T-shirt Product-- Name: GABBE || Type: T-shirt... 1.89 NaN
860833 Sweater Product-- Name: Runar sweater || Type: Sweater... 1.86 4 Only repeat result
657159 Flat shoe Product-- Name: OL ALFONS PQ Espadrille || Type: Flat shoe... 1.86 NaN
867240 Cardigan Product-- Name: OKLAHOMA OVERSHIRT || Type: Cardigan... 1.86 NaN
661417 Vest top Product-- Name: BAE top with inner bra || Type: Vest top... 1.85 NaN
674606 Skirt Product-- Name: CHARLIE SKIRT || Type: Skirt... 1.85 NaN

Search Term: “oversized sweater”
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Summary

e \Vector similarity search alone does not provide complete information
o Vector similarity returns information explicitly about the search term
o l.e., Search for “sweater” and receive 10 sweaters in return
o Might be accurate, but is not complete

e Graphs provide greater context than would not be available using vector search
alone, resulting in accurate and complete information
o Relationships explicitly define how items or concepts are related
o Graph Data Science algorithms enable you to encode knowledge from the
entire graph into easily navigable and understandable relationships
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Structure of Data

Structured, Semi-Structured, Unstructured,
Multi-Modal
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What Else to Use for External Data?

Knowledge Graph
Superset data structure for RAG

O
efie)e
oan

T= 55 :
=) — =3
Vo o=
Unstructured Vectors Structured Semi-Structured
(text, images, etc.) (Relational, flat files, etc.) (NoSQL, document, etc.)

Neo4j Inc. All rights reserved 2024



Unstructured Mixed Structured

Data Text + Data Data
Unstructured data from Structured data together Datarecordsina
PDFs, or images with long-form text database

Neo4j Inc. All rights reserved 2024



What Data Stores to use for RAG?

Best to have search indexes (i.e vector), entity modeling & structured relationships

(

~

Vector / Document DB

Incomplete data model - maybe
good If paired with another DB

13

Graph Database

PARTNERED

eeeee

On: 1/Jan/13

4 )

RDBMS

PERSON_ID NAME
1 Ann

CAR_ID ' Model 2 Dan

1 Volvo

CAR_ID DRIVER_ID
P1_ID P2ID ON

1 2
1 2 1/Jan13

CAR_ID OWNER_ID SINCE

1 1 10/Jan/11

+7 foreign keys

Complete data model but Inflexible,
verbose, and complex
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What Data Stores to use for RAG?

Best to have search indexes (i.e vector), entity modeling & structured relationships

(

Graph Database

PARTNERED
eeeee

~N

PERSON_ID
1 Ann

NAME

- CAR_ID | Model 2 ey
: ] On: 1/Jan/13 1 Volvo
¢ P1ID | P2ID | ON CAR_ID DRIVER_ID
1 2 1/Jan13 ! 2
- CAR_ID OWNER_ID | SINCE
1 1 10/Jan/11
+7 foreign keys
. Fast & Agile High Performance
Simple & Compact 8 g i
Development Queries




Evaluation
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Text2Cypher
Graph Query Generation
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Neo4j-Text2Cypher Dataset’'24

Distribution of data by datasource

Train split

e Overall combined dataset (89.1%)
o Total: 44387 instances tmncss |
o Training set: 39554 instances

o Test set: 4833 instances

neodjLabs_functional_cypher

neodjLabs_synthetic_gemini
other

neodj_text2cypher2023_train

neo4j_crowdsourced

neodjLabs_synthetic_gpt4o
neo4jLabs_synthetic_gpt4turbo

e # Instances with database access Test split

. . (10.9 %)
O U Se d I n eva lu a t I O n neodjLabs_synthetic_claudeopus

o Total: 24564 instances (55.34%) rasmie
o Training set: 22093 instances (55.85%)
O

Test set: 2471 instances (51.12%)

neodjLabs_functional_cypher

neodjLabs_synthetic_gemini

other

neodjLabs_synthetic_gpt4o
) s 9P neodj_text2cypher2023_test

neodj_crowdsourced
neodjLabs_synthetic_gpt4turbo




Benchmarking using
Neo4j-Text2Cypher
Dataset’24

e Used 14 models for benchmarking
o 4 Finetuned models
o 10 Foundational models
m 4 Open models
m 6 Closed models

Index Type Name Baseline-model Dataset
(if fine-tuned)

Fine-tuned models

1 HF hf_finetuned_lakkeo_stable_cyp | Stability neodjLabs_synthetic_
her_instruct3B Al/Stable-code-instruct | claudeopus

-3b

2 HF hf_finetuned_tomasonjo_text2c Meta/Llama-3-8b-Instr | neo4jLabs_synthetic_
ypher uct gpt4o (cleaned)

3 HF Gis Meta/Codellama-13B neo4j_text2cypher20
hf_finetuned_neo4j_text2cypher 23_train
_23_codellama

4 OpenAl X OpenAl/GPT-3.5 neo4j_text2cypher20

openai_finetuned_neo4j_text2c
ypher_23_gpt3_5

23_train

Foundational models

Open mode!

HF hf_foundational_gemma2_9B_it | Google/Gemma-2-9B-it
6 HF hf_foundational_codegemma_7 | Google/CodeGemma-7
B_it B-it
7 HF hf_foundational_meta_llama3_1 | Meta/LLama-3.1-8B-in
_8B_instruct struct
8 HF hf_foundational_codelLlama_7B | Meta/CodelLama-7B-i
_instruct_hf nstruct
Closed models
9 OpenAl openai_gpt3_5 OpenAl/GPT-3.5
10 OpenAl openai_gpt4_o OpenAl/GPT-40
11 OpenAl openai_gpt4_o_mini OpenAl/GPT-4o0-mini
12 Google gemini-1.0-pro-002 VertexAi/Gemini-1.0-Pr
o
13 Google gemini-1.5-flash-001 G:ogle/Gemini—‘l .5-Fla
s
14 Google gemini-1.5-pro-001 Google/Gemini-1.5-Pro

N/A

The models identified with (**) are Neo4j models.

neo4j.com/developer-blog/benchmarking-neo4j-text2cypher-dataset/




Neo4j-Text2Cypher Finetuned Models'24

m—ertexal_gemind_1_pro_002 "W N finetune
1a3_1_88_instruct mem gemini-1 5-flash-001 _fi
78 instruct hf W gernini-1.5-pro-001

Best performing models:

e Translation-based evaluation
o Finetuned-OpenAl/Gpt4o
o Finetuned-OpenAl/Gpt4o-mini
o Finetuned-GoogleAlStudio/
Gemini-1.5-Flash-001

e Execution-based evaluation
o Finetuned-OpenAl/Gpt4o
o Finetuned-OpenAl/Gpt4o-mini

= openai gpti S
m opensi_gpta_o

- openai_gpts_o_mini

sloth_neodj_textacypher_24,

\_meta_llama3_1_e_instn ¥
2,98t

_pro_002
ned_neod_text2cypher_24_gemini_1_5_flash 001

4 text2cypher_24_gpts_o_mini

o openai_finetuned nead] text2eypher 24 gpté o

Translation Evaluation metric:
I I
] 1

Google 1 1
I 1

Bleu
1 1
I 2 1
I 1

4] 1
1 1
1 1
1 1
1 1
1 1
1 1
1 1
1 1
Competitor/Baseline ' Open - Foundational L Closed - Foundational ! Fine-tuned models
Fine-tuned models models (2024)

Execution Evaluation metric: ExactMatch

Exact

Match

Competitor/Baseline
Fine-tuned models

models.

models

Closed - Foundational

Fine-tuned models
(2024)




Dataset & Models on HuggingFace

Neo4j Company v Verified

> & https://neodj.... X neo4j ©) https://github.com/neodj - Upgradeto @ Enterprise
New Activity Feed © Organization settings a

< Al &ML interests Community £ Editorg card
“  Organization Card

Graphs, Graph database, Knowledge Graphs,

Graph Data Science Neo4j Open Source Graph Database

Team members 26 “Knowledge graphs are the perfect companion providing memory and context to the language skills of LLMs”

8‘.“.‘ l Generative Al with Neo4j
i@ 569 .

Deeplearning Al Knowledge Graph Course

¢ Models 2 1 Sort: Recently updated

private :n neodj/text2cypher-1lama3_1_8B_instr.. private

127 days ago

" neodj/neodj_llama318b_finetuned_mer..
e Upda 2

N neoA]/tethcypher gemma 2-9b-it-fin.. private

Datasets 1

ne04]/text2<:ypher -2024v1

B Viewer ated 5 days ag¢ 44.4 2 2

neo4j.com/developer-blog/introducing-neo4j-text2cypher-dataset/



https://neo4j.com/developer-blog/introducing-neo4j-text2cypher-dataset/

Powering Neo4j CoPilots

e helloworld




